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ABSTRACT: Information services for student grant programmes require answers that are fast, consistent, and grounded in official 
documents, while the rules themselves change with every programme cycle. This study evaluates AIDA (Academic Digital 
Information Assistant), a university academic service chatbot, within the domain of an academic learning grant programme. 
Following a Design Science Research framework, the evaluation proceeded in two cycles. The first measured answer accuracy 
through the assessment of three programme administrators across 32 test questions on the dimensions of relevance, correctness, and 
completeness. The second measured usability through the Chatbot Usability Questionnaire administered to 76 student users. The 
first cycle yielded 90.6% relevance, 81.3% correctness, 90.6% completeness, and an overall pass rate of 81.3%, with inter-rater 
agreement between 82% and 85%. All six failing items shared a single root cause, namely timeline information that had not been 
updated to the current programme period; three of them were nonetheless judged relevant and complete, rendering the error difficult 
for users to detect. The second cycle produced a usability score of 67.72 (SD 11.93) with a reliability of 0.865, highest on ease of 
use and lowest on conversational naturalness and error handling. The study concludes that the principal constraint on administrative 
service chatbots lies not in language understanding but in the governance of content freshness, and proposes a knowledge base 
update mechanism tied to the programme calendar. 
 
KEYWORDS: academic chatbot, BM25, chatbot usability questionnaire, knowledge base governance, retrieval-augmented 
generation 
 
INTRODUCTION 

Policies on learning outside the study programme allow students to complete part of their study load beyond the classroom, with 
an equivalent recognition of semester credit units [1], [2]. The university that forms the setting of this study implements the policy 
through an academic learning grant. The programme provides competitive incentives for student groups to design their own learning 
activities, ranging from internships, teaching assistantships, and research to village development projects, entrepreneurship, and 
independent study. 

The characteristics of the grant make its information service demands intense. Each proposal is prepared by a group of five to 
ten students, so a single administrative question is often raised repeatedly by several members of the same team. Proposed activities 
must be recognised as 10 to 20 semester credit units in accordance with the provisions on activity-hour recognition [3], and their 
financial accountability follows detailed rules on expenditure categories, tax deductions, and the format of supporting evidence. 
Beyond this, the programme runs in cycles: the provisions applying in one period do not automatically apply in the next. As a result, 
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the service unit faces a high volume of questions during peak periods, together with the risk of providing answers that are no longer 
valid. 

Artificial intelligence chatbots have been widely adopted by higher education institutions to handle such workloads. Systematic 
reviews show that chatbots are most frequently used for student service support and for handling frequently asked questions, with 
benefits including round-the-clock availability, answer consistency, and a reduced staff workload [4], [5]. Other reviews note that 
these benefits depend heavily on the design, the quality of the knowledge base, and the evaluation mechanism [6], [7], [8]. The 
approach now commonly used to keep answers anchored to official documents is retrieval-augmented generation (RAG), which 
combines document retrieval with a language model that only summarises the retrieved documents [9], [10]. This approach reduces, 
although it does not eliminate, the tendency of language models to produce unsupported information [11].  

Nevertheless, three gaps remain in the existing research. First, evaluations of campus chatbots are generally conducted on general 
academic service domains such as registration or payment, whose provisions are relatively stable, so the distinctive character of 
grant domains with rules that change each period has received little attention. Second, most evaluations rely on user perceptions, 
while the correctness of answer content is rarely assessed by those who master the underlying policy. Third, implementation reports 
in Indonesia tend to stop at measuring technical performance without tracing the error patterns that emerge and their implications 
for service governance [12].  

This study addresses those gaps by evaluating AIDA, the university’s academic service chatbot, specifically within the academic 
learning grant domain. Three research questions are posed. First, what is the design and specification of the system actually running 
in that service? Second, how accurate are the answers it produces according to the assessment of programme administrators? Third, 
how usable is it according to students as end users? 

This study offers three contributions. Methodologically, it presents a dual evaluation combining expert assessment of content 
correctness with user-based usability measurement, two elements rarely reported in a single study. In terms of findings, it identifies 
a temporal failure pattern that has received little discussion in the educational chatbot literature. Practically, it proposes a content 
governance mechanism that academic service units can apply directly. 

 
LITERATURE REVIEW 
A. The Use of Chatbots in Higher Education Services 

Research on chatbots in higher education has grown rapidly since 2020. Systematic reviews of dozens of studies find that the 
most common use is not in instruction but in student service support, particularly in handling repetitive administrative questions 
[13], [14]. Consistently reported benefits include response speed, availability outside working hours, and information consistency 
[4], [15]. 

The same reviews, however, also note recurring limitations, namely knowledge base maintenance, answer accuracy, and shallow 
evaluation [5], [6]. Many studies report success on the basis of user satisfaction without examining whether the answers given are 
correct according to the policy documents in force. Peyton et al. [7] specifically highlight that university chatbots are often assessed 
at the level of mere availability rather than on the quality of service resolution. A similar pattern appears in customer service outside 
education, where chatbots are considered effective for routine questions but remain weak in cases requiring human judgement [16].  

B. Retrieval-Augmented Generation and Document Retrieval Methods 
RAG was introduced as a way of combining language models with a retrieval mechanism over external sources, so that answers 

can be linked to reference documents and updated without retraining the model [9]. Surveys of RAG development divide its 
components into three parts, namely document retrieval, context augmentation, and answer generation [10].  

Two approaches are recognised at the retrieval stage. Lexical retrieval assesses relevance on the basis of term occurrence, with 
BM25 as the most established formulation: document chunks containing rare query terms receive high scores, with adjustments so 
that long chunks do not automatically prevail [17]. Dense retrieval converts text into numerical representations so that semantic 
similarity can be computed even when different words are used, as developed in dense passage retrieval models for open-domain 
question answering [18]. 

A common assumption places dense retrieval as the more advanced approach. Empirical evidence presents a more balanced 
picture. Cross-domain testing on the BEIR benchmark found that BM25 remains competitive and frequently outperforms dense 
retrieval models on domains for which they have not been trained [19]. A similar finding has been reported in the Indonesian context: 
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Wulandari and Yamasari [12] tested classical BM25-based RAG in an academic chatbot and concluded that the approach is fast and 
adequate for procedural information, although it is weak when faced with paraphrased questions. 

C. Measuring Chatbot Performance and Usability 
The evaluation of service chatbots encompasses three measures that need to be distinguished. The response rate indicates how 

often the system produces a response, without assessing its content. Accuracy indicates how correct the content of the response is 
against the reference sources. Usability indicates how users perceive the interaction experience. 

These three measures need to be distinguished so that system performance is not overstated. A language model can produce 
answers that are fluent, relevant, and convincing yet factually wrong. This phenomenon is known as hallucination, namely model 
output that appears plausible but is not supported by valid sources, and it has been extensively studied in recent years [20], [21]. 
Testing of several language models in RAG scenarios also shows that the ability to reject incorrect information and to handle 
mutually contradictory documents remains a weak point [22]. In the context of administrative services, errors of this kind have 
direct consequences because users make decisions on the basis of those answers. 

For the usability dimension, Holmes et al. [23] developed the Chatbot Usability Questionnaire (CUQ) because general usability 
instruments were judged to capture conversational aspects inadequately. The CUQ consists of 16 statements arranged alternately as 
positive and negative items, covering chatbot personality, answer quality, ease of navigation, and error handling. The use of such a 
specific instrument is consistent with the finding that chatbot user experience is shaped not only by answer correctness but also by 
the tone of communication and by recovery when misunderstandings occur [24], [25].  

 
MATERIALS AND METHODS 
A. Research Design 

The study adopts the Design Science Research (DSR) framework, which treats the artefact as the object that is both designed 
and evaluated, with evaluation serving as feedback for artefact improvement [26]. This framework was chosen because the study 
does not test hypotheses about a population but rather assesses the performance of a system operating in a real service setting. 

The evaluation was carried out in two sequential cycles. The first cycle consisted of answer validation by programme 
administrators on 11 August 2026. The findings of the first cycle became the basis for improving the knowledge base. The second 
cycle consisted of a user trial with students from 1 to 13 October 2026. 

B. Research Object and Scope 
The object of the study is AIDA (Academic Digital Information Assistant), the chatbot of the university’s Directorate of 

Academic Affairs, accessible through a web interface and a WhatsApp channel. AIDA serves several academic domains, including 
study plan cards, tuition fees, academic leave, student identity cards, and registration. This study limits the evaluation to a single 
domain, namely JARPAK the academic learning grant. The limitation is deliberate so that answer correctness can be traced against 
one clearly bounded set of policy documents. Consequently, the results are not generalised to AIDA's other service domains. 

C. Knowledge Base 
The knowledge base for this domain draws on the official grant guidelines, the programme's financial administration manual, 

and a compilation of questions actually raised by students with the service unit. When the first cycle was conducted, the internal 
question-and-answer compilation contained 25 entries. After improvement, the compilation grew to 101 entries, with additions 
concentrated on the provisions of the current period, proposal structure, assessment rubrics, budget details, and financial 
accountability. As of 13 October 2026, the knowledge base for this domain in the system was recorded as 10 topic blocks containing 
136 question-and-answer pairs. 

D. Instrument for Answer Validation 
The first instrument consists of a set of 32 test questions constructed to follow the structure of the guideline document and 

covering seven categories, as presented in Table 1. 
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Table 1. Composition of test items by category 
Category Number of 

items 
Basic concepts and policy 4 
Eligibility and proposal submission 6 
Credit recognition including community 
service 

6 

Schedule, reporting, and assessment 5 
Financial accountability 7 
Budget provisions and restrictions 2 
Official contacts and references 2 
Total 32 

 
Each item was submitted to AIDA through the web interface, and the resulting answer was recorded without editing. Three raters 

then assessed each answer independently. All three are administrative staff of the Directorate of Academic Affairs who manage the 
grant programme on a daily basis, so they both master the programme provisions and are accustomed to answering student questions 
directly. 

The assessment used three dimensions with binary yes or no responses. Relevance means that the answer addresses the question 
asked. Correctness means that the content of the answer is accurate according to the official documents. Completeness means that 
the answer fully satisfies the enquirer's information need. Raters also wrote brief notes for every item judged not to meet a dimension. 

E. Instrument for Usability Measurement 
The second instrument is the Indonesian-adapted version of the CUQ (Chatbot Usability Questionnaire), consisting of 16 

alternating positive and negative statements on a five-point scale [23]. Respondents were students who tried AIDA in the academic 
learning grant domain through a trial link. The questionnaire also collected respondent profiles, the device used, frequency of use, 
and one open question on suggestions for improvement. 

F. Data Analysis 
Validation results were computed using a majority rule: an item is declared to meet a dimension if at least two of the three raters 

answered yes. The percentage per dimension was computed as the number of items meeting that dimension divided by the total 
number of items. The overall pass rate was computed as the number of items meeting all three dimensions simultaneously. Inter-
rater agreement was computed as the percentage of matching assessments across all rater pairs over 96 assessment cells, that is, 32 
items multiplied by three dimensions. 

CUQ scores were computed following the instrument's standard procedure. Positive statements are scored as the response minus 
one, negative statements as five minus the response; all values are then summed and multiplied by 100 divided by 64, yielding a 
range from 0 to 100. Internal reliability was tested using Cronbach's alpha coefficient. Open responses were analysed through 
inductive thematic grouping. System operational data were obtained from AIDA's production database through read-only access as 
of 13 October 2026, in the form of aggregate counts without reading the content of user messages. 

G. Research Ethics and Data Protection 
Participation in the trial was voluntary, and respondents were informed that their responses would be used for system evaluation. 

Analysis was conducted at the aggregate level, and respondent identities are not presented in the reporting. The service design also 
applies the principle of human oversight, whereby questions the system cannot answer are referred to staff, in line with guidance on 
the use of generative artificial intelligence in education [27].  

 
RESULTS 
A. System Design and Specification 

AIDA answers questions through five layers attempted in sequence, as illustrated in Figure 1. The first layer handles greetings 
with templates. The second layer matches the question against question-and-answer pairs in the knowledge base on the basis of 
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keywords. The third layer reuses temporarily stored answers for similar questions. The fourth layer retrieves document chunks and 
then asks the language model to compose an answer solely from those chunks. The fifth layer calls the language model with the 
entire knowledge block as its material. Earlier and cheaper layers are always attempted first, so that paid layers are invoked only 
when required. 

 
Figure 1. Five-layer answering architecture of AIDA on the web channel 

 
On the web channel, follow-up questions are first rewritten into self-contained sentences by a local model so that pronouns do 

not obscure retrieval. The system then scores the document chunks, checks the eligibility threshold, and composes an answer. If the 
information is unavailable, the model inserts a special marker that makes the interface display a link for contacting the Directorate 
of Academic Affairs. The interface also provides a link that displays the list of documents used as references for the answer, allowing 
users to trace the sources of the information. The full technical specification is presented in Table 2. 
 
Table 2. Technical specification of AIDA as of 13 October 2026 

Component Value 
Primary language model DeepSeek (deepseek-chat), accessed October 2026 
Supporting language model gemma4:12b via Ollama on an institutional server 
Embedding model Not used 
Vector database Not used 
Document retrieval method Okapi BM25 (k1 = 1.5; b = 0.75) over a MySQL 8 inverted index 
Query pre-processing Stopword removal and light stemming 
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Component Value 
Indexed chunks 5,243 chunks from 275 documents 
Chunk length 237 words on average (about 1,927 characters), 300-word target, 40-word 

overlap 
Results retrieved Top 10 chunks, maximum 2 chunks per document 
Eligibility threshold Minimum BM25 score of 2.0 and at least 2 unique keywords 
Maximum context to the language model 12,000 characters 
Intent classification Not used in the answering pipeline 
Framework Laravel 13 (PHP 8.4), MySQL 8; WhatsApp gateway on Node.js 22 
Grant domain knowledge base 10 topic blocks, 136 question-and-answer pairs 

 
It should be emphasised that although the initial development proposal described a design based on semantic similarity retrieval 

and intent classification, the system actually in operation uses neither. Document retrieval is entirely lexical. This discrepancy is 
reported as it stands because it forms the basis for interpreting the evaluation results in the following sections. 

Two interaction examples are presented to illustrate the two output paths of the system. Figure 2 shows an answer composed 
from the knowledge base, including an explicit statement that the expansion of the programme acronym is not recorded in the source 
documents and therefore requires confirmation from the service unit. Figure 3 shows the escalation mechanism, whereby the system 
directs the user to the WhatsApp channel of the Directorate of Academic Affairs when the requested information is unavailable. 
 

 
Figure 2. Example of an answer meeting all three assessment dimensions 
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Figure 3. Example of the escalation mechanism when information is unavailable in the knowledge base 

 
B. System Operational Data 

System logs for the period from 4 July to 13 October 2026 recorded 1,268 questions across 507 conversations. The distribution 
of answering layers is presented in Table 3. 
Table 3. Distribution of answering layers, 4 July to 13 October 2026 

Answering layer Count Mean time 
Document retrieval and answer generation 735 3.95 seconds 
Language model with knowledge blocks 373 4.18 seconds 
Instant question-and-answer search 71 — 
Single question outside a conversation 41 9.89 seconds 
Fallback question-and-answer without the language 
model 

21 0.32 seconds 

Failed to answer 15 35.1 seconds 
Not found 11 — 
Greeting 1 — 
Total 1,268  

 
The system produced a response for 1,242 of 1,268 questions, or 98%. This figure indicates the response rate, not accuracy, and 

therefore cannot be read as a measure of answer correctness. Examination of the database revealed a problem not visible from the 
user side. A total of 272 web pages retrieved automatically on 10 July 2026 were assigned a 90-day validity period and all expired 
on 8 October 2026. From that date, of the 5,243 indexed chunks only 47 chunks belonging to three PDF files remained active in 
retrieval. The impact is visible in the system logs: the proportion of answers sourced from document retrieval fell from about 67% 
before that date to about 38% afterwards, although the number of observations afterwards remains small at 24 questions. The system 
did not stop answering because questions were diverted to the fallback layer, which still draws on the knowledge blocks, but the 
content of the web pages no longer served as a reference. 
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C. Answer Accuracy 
The assessment results for the 32 test items are presented in Table 4. Of the 32 items, 26 met all three dimensions simultaneously. 

Table 4. Validation results by assessment dimension, majority rule across three raters 
Dimension Items meeting Percentage 
Relevance 29 of 32 90.6% 
Correctness 26 of 32 81.3% 
Completeness 29 of 32 90.6% 
Meeting all three dimensions 26 of 32 81.3% 

 
Inter-rater agreement lies within an adequate range. Across 96 assessment cells, agreement between the first and second raters 

reached 84.4%, between the first and third raters 85.4%, and between the second and third raters 82.3%. This range indicates that 
the three raters applied the criteria relatively consistently, so the aggregate results are usable. The distribution of passing items by 
category is presented in Table 5. 

 
Table 5. Items meeting all three dimensions by category 

Category Items passing Percentage 
Basic concepts and policy 4 of 4 100% 
Credit recognition including community 
service 

6 of 6 100% 

Financial accountability 7 of 7 100% 
Budget provisions and restrictions 2 of 2 100% 
Eligibility and proposal submission 4 of 6 66.7% 
Official contacts and references 1 of 2 50% 
Schedule, reporting, and assessment 2 of 5 40% 

 
Four categories passed all of their items, including financial accountability, which contains seven items on expenditure 

categories, tax deductions, and the format of supporting evidence. The schedule and reporting category passed only two of five 
items. Details of the six items that did not pass are presented in Table 6. 
 
Table 6. Items not meeting the assessment, with rater notes 

Item Category Dimensions not met Core rater note 
7 Eligibility and proposal 

submission 
Relevance, correctness, 
completeness 

The question asked about submission steps; the 
answer presented the timeline of the previous period 

8 Eligibility and proposal 
submission 

Correctness The period stated had not been adjusted to the 
current period 

17 Schedule, reporting, and 
assessment 

Relevance, correctness, 
completeness 

The timeline given is not the timeline of the current 
period 

18 Schedule, reporting, and 
assessment 

Relevance, correctness, 
completeness 

The duration in months is correct, but the period 
stated has not been updated 

19 Schedule, reporting, and 
assessment 

Correctness The timeline given is not the timeline of the current 
period 

31 Official contacts and references Correctness The period referred to is not yet appropriate 
 

The six failures share a single root cause. All of them concern time-bound information, namely timelines and references to the 
programme period. At the time of validation, the knowledge base still contained the provisions of the February to July 2026 period, 
whereas the period in force was August 2026 to January 2027. None of the failures resulted from misunderstanding the intent of the 
question, from reasoning errors, or from information invented by the model. 
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Figure 4 presents an example of this error. The answer displayed states an implementation period of 23 February to 3 July 2026, 
whereas the guideline serving as the reference covers the period from August 2026 to January 2027. The screenshot was taken on 
14 October 2026, indicating that this timeline information had not been updated at the time of writing. 

 

 
Figure 4. Example of an answer that is relevant and complete yet states a programme period no longer in force 

 
Three of the six items still met the relevance and completeness dimensions and failed only on correctness. The answers to those 

items matched the questions and contained complete information, even though their content was no longer valid. 

D. System Usability 
The trial involved 76 respondents, all students, with the profile presented in Table 7. There were no missing data across the 

sixteen instrument items. Six of the 76 respondents completed the questionnaire on or after 8 October 2026, that is, after some source 
documents had passed their validity period as described in the system operational data above. 

 
Table 7. Respondent profile 

Characteristic Category Count 
Study programme Agribusiness 46 
 Indonesian Literature 18 
 Industrial Engineering 7 
 English Language Education 2 
 Others (Civic Education, Educational Technology, 

Agricultural Extension and Communication) 
3 

Device Mobile phone 69 
 Laptop or desktop 6 
 Tablet 1 
Frequency of use First time 63 
 Two to three times 13 
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The mean CUQ score was 67.72 with a standard deviation of 11.93, a median of 66.4, and a range from 46.9 to 96.9. A Cronbach's 
alpha coefficient of 0.865 indicates good internal consistency, so the aggregate score can be relied upon. 

Values across items show considerable variation. Table 8 presents the mean adjusted score for each item on a scale from 0 to 4, 
ordered from the lowest. 

 
Table 8. Mean adjusted score per CUQ item, range 0 to 4  

Statement Polarity Mean 
AIDA feels too rigid, like a robot Negative 1.74 
AIDA handles errors and mistakes well Positive 2.39 
AIDA has an engaging communication style that feels like interacting with a human Positive 2.45 
AIDA struggles to handle errors and mistakes Negative 2.53 
AIDA does not explain its purpose and usefulness Negative 2.54 
AIDA often fails to understand the questions or input I provide Negative 2.63 
AIDA's answers are often not aligned with the questions I ask Negative 2.75 
AIDA provided a pleasant first-time experience Positive 2.79 
AIDA understands the questions or input I provide well Positive 2.87 
AIDA gives unfriendly responses Negative 2.88 
AIDA's answers are useful, relevant, and informative Positive 2.89 
AIDA is easy to navigate Positive 2.92 
I easily became confused when using AIDA Negative 2.92 
AIDA explains its purpose and usefulness well Positive 2.93 
AIDA feels very complex Negative 2.99 
AIDA is very easy to use Positive 3.12 

 
Items relating to ease of use, clarity of purpose, and ease of navigation rank highest. Conversely, items relating to the naturalness 

of the communication style and the handling of misunderstandings rank lowest, with the item on rigidity of expression standing well 
apart from the rest. Respondents judged the system easy to use but considered its manner of expression rigid and its handling 
inadequate when misunderstandings occurred. 

All 76 respondents answered the open question on suggestions for improvement. Inductive thematic grouping produced four 
clusters. The largest concern concerns the interface and display, which respondents proposed be made more attractive and more 
legible on mobile screens. The second concerns response speed. The third concerns information coverage, namely requests that the 
knowledge base be expanded because some questions remain unanswered. The fourth concerns the style in which answers are 
presented, with requests that answers be more concise, more direct, and accompanied by examples. 

 
DISCUSSION 
A. Characteristics of Answer Errors 

The validation results show that answer errors are concentrated in a single type of information. The six items that did not meet 
the assessment concern timelines and references to the programme period, whereas categories whose content does not change 
between periods achieved full results. The financial accountability category, which contains the most detailed rules, passed all seven 
of its items, while the schedule and reporting category passed only two of five. 

This pattern differs from what is commonly reported. Several reviews identify limitations in natural language understanding as 
the principal cause of failure in educational chatbots [5], [14]. In this study, all questions were understood correctly and the 
documents retrieved were appropriate, but the content of those documents still carried the provisions of the previous period. 

The system logs provide supporting evidence. A total of 272 web pages serving as answer sources passed their validity period 
on 8 October 2026, so that the document chunks actively retrieved fell from 5,243 to 47, and the proportion of answers sourced 
from document retrieval fell from about 67% to 38%. Two different data sources, namely human assessment and system logs, point 
to the same problem, namely unscheduled content updating. 
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B. Errors in the Correctness Dimension 
Three of the six failing items still met the relevance and completeness dimensions. The answers to those items matched the 

questions and contained complete information, but the timelines stated were no longer valid. 
This condition is consistent with studies of language model hallucination, which state that fluency and completeness of an answer 

do not guarantee its correctness [20], [21]. The difference lies in the source of the error. The model did not produce information 
beyond the documents but conveyed the content of documents that had expired, so the error arose even though the system operated 
as designed. This document-grounded behaviour is also visible in Figure 2, where the system states that the expansion of the 
programme acronym is not recorded in the source documents instead of composing an answer of its own. 

The consequences warrant attention in administrative services. Users receive no indication that the information they obtain is no 
longer valid, so the error may only become apparent after a deadline has passed. Chatbot design in policy domains therefore needs 
to display the period of validity and the date on which the information was last updated. 

C. Performance of Keyword-Based Document Retrieval 
The system evaluated uses neither an embedding model nor a vector database, yet achieved a relevance score of 90.6%, and no 

failure was caused by a mismatch between the question and the documents retrieved. 
This result is consistent with cross-domain testing showing that BM25 remains competitive with dense retrieval models on 

domains for which they have not been trained [19]. The fit can be explained by the characteristics of the domain: policy documents 
use standardised terminology that enquirers also use, such as recognition, outputs, and accountability. 

The result must be read alongside its limitations. Wulandari and Yamasari [12] report that a similar approach declines in 
performance on paraphrased questions, whereas the test items in this study were constructed with terminology close to that of the 
source documents. Even so, the result indicates that information services based on policy documents can be built without vector 
retrieval infrastructure. 

D. Layered Architecture and Operational Efficiency 
The five-layer design places cost-free paths before paths that invoke the language model. According to the system logs, 93 of 

1,268 questions, or about 7%, were resolved at the greeting and question-and-answer layers with a response time of 0.32 seconds, 
compared with about four seconds on paths invoking the language model. 

That proportion is not yet large, but the design offers two benefits, namely savings on model invocation costs and faster answers 
to the most frequently asked questions. Cost efficiency is rarely reported in studies of chatbot implementation in higher education, 
even though service sustainability depends on it. 

E. The Relationship between Accuracy and Usability 
An accuracy value of 81.3% is accompanied by a usability score of 67.72, which falls in the moderate range. The two figures 

measure different aspects, and the difference can be explained through the ranking across items. 
Items relating to ease of use, clarity of purpose, and ease of navigation obtained the highest values, whereas items on the 

naturalness of expression and the handling of misunderstandings obtained the lowest, with the item on rigidity of expression scoring 
1.74 out of 4. The aspect respondents judged lacking is therefore interaction quality rather than answer correctness. 

This result supports the view that chatbot evaluation is inadequate when it relies on a single measure [7], [24]. Interpretation of 
the usability score must also take into account that 63 of the 76 respondents were using the system for the first time. 

F. Implications for Service Governance 
Because the source of the error lies in content updating, the improvement required is a matter of governance. Four steps are 

proposed on the basis of the findings. 
First, knowledge base updating should be scheduled according to the programme calendar, so that every change of period triggers 

a review of all entries containing dates and deadlines. Second, every entry should be marked with its period of validity and the date 
it was last updated. Third, the validity period of automatically retrieved documents should be monitored regularly to prevent an 
unnoticed reduction in answer sources. Fourth, responsibility for content should be formally assigned within the service unit and 
separated from responsibility for the technical system. 

These four steps indicate that managing a service chatbot does not end at the implementation stage but requires regular content 
maintenance. 
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G. Limitations and Directions for Further Research 
This study has three main limitations. 
First, the usability respondents were all students with an uneven distribution across study programmes, with 46 of 76 respondents 

coming from a single programme and 63 using the system for the first time. The usability score therefore reflects the first impressions 
of student users and does not yet encompass the assessments of supervising lecturers or administrative staff who also use the service. 

Second, the test items were constructed to follow the structure and terminology of the guideline document, so the system's ability 
to handle questions expressed in students' everyday language, including paraphrases and non-standard abbreviations, has not been 
measured. 

Third, the study included neither a comparison group nor before-and-after measurement of implementation, so the impact of the 
chatbot on the workload of the service unit cannot yet be concluded. 

On the basis of these three limitations, further research is advised to involve lecturers and administrative staff as respondents, to 
construct test items from questions actually asked by students, and to measure question volume and service waiting time before and 
after system implementation. 

 
CONCLUSION 

This study evaluated the AIDA chatbot in the academic learning grant domain through two cycles, namely programme 
administrators' assessment of answer accuracy and usability measurement by student users. 

In response to the first research question, the system in operation uses keyword-based document retrieval with BM25 combined 
with answer generation by a language model, organised into five answering layers that prioritise the least costly path. The system 
uses neither an embedding model, nor a vector database, nor intent classification. 

In response to the second research question, the 32 test items yielded 90.6% relevance, 81.3% correctness, 90.6% completeness, 
and 81.3% of items meeting all three dimensions simultaneously, with inter-rater agreement between 82% and 85%. All failures 
stem from timeline information not adjusted to the current period, and none originated from misunderstanding the questions. 

In response to the third research question, the usability score reached 67.72 with a reliability of 0.865 across 76 respondents. 
Ease of use was rated highest, while naturalness of expression and handling of misunderstandings were rated lowest. 

The principal conclusion of this study is that the greatest constraint on administrative service chatbots lies in the governance of 
content freshness rather than in the capacity of the technology to understand language. Two independent sources of evidence, human 
assessment and system logs, point to the same root cause. Keyword-based retrieval proved adequate for a closed policy domain with 
standardised terminology, so the resources of the service unit are more usefully directed towards content curation and updating than 
towards upgrading retrieval technology. 

In practical terms, the study recommends tying knowledge base updates to the programme calendar, marking each entry with its 
period of validity, monitoring document validity periods regularly, and assigning responsibility for content separately from 
responsibility for technical matters. 
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